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Recap

e Diffusion models



Diffusion models

* The essential idea is to destroy the structure systematically and
slowly in data distribution through iterative forward diffusion
process.

* We then reverse diffusion process that restores structure in data,
yielding a highly flexible and tractable generative model of data.



Denoising Diffusion Models

Denoising diffusion models consist of two processes:
- Forward diffusion process that gradually adds noise to input

- Reverse denoising process that learns to generate data by
denoising

Forward diffusion process (fixed)

Data Noise

Reverse denoising process (generative)



Forward Diffusion Process

* The formal definition of the forward process in T steps:

Forward diffusion process (fixed)

Data

Noise



Reverse Diffusion Process

* Formal definition of forward and reverse processes in T steps:

Reverse denoising process (generative)
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Trainable network Similar to the generative model in hierarchical VAEs.

(U-net, Denoising Autoencoder)



Implementation Architectures

e Diffusion models often use U-Net architectures with ResNet
blocks and self-attention layers
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Intuition/Math Forward process

e Refer class notes



ELBO Recap

Why use ELBO?

Directly maximizing p(x) is very difficult:

* itinvolves either marginalizing over the entire latent space Z (intractable for complex models) OR
» ltinvolves having access to the ground truth latent encoder p(z|x)

ELBO:

p(x,2)
e (2|x)

log(p(x)) = Eqy(z1x) [log

Question: Why does the > show up here? — With the derivation in the appendix, we see a Dy (q4(z]x) | | p(z]x))
term show up which is always 2 0.

Applying chain-rule of probabilities:

ELBO = Eg,(z|xllogpe(x|2)] — Di1(q4(z | x)| Ip(2))

Reconstruction Prior matching



https://deeplearning.cs.cmu.edu/F23/document/slides/lec23.diffusion.pdf

Intuition/Math Reverse process

Markovian Hierarchical Variational Autoencoder

p{:| [u 2 I(J 1|27)
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\___.)"
ff(l“l z) f}(32|31J g(2r|2r-1)
Joint probability: p(x, z1.7) = p(zr)pe (x | 20) [1i=2P6 (2c-112:)
; T _ T
Posterior probability: 9 (Zrr | ) = qg (2] X) [1e=2 99 (Z12,—1)
Updated ELBO:
p(xr Zl:T)
log(p(x)) 2 ]EQ(IJ(ZLT | JC) [log q¢(zl:r I x)]

https://deeplearning.cs.cmu.edu/F23/document/slides/lec23.diffusion.pdf
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Intuition/Math Reverse process

Diffusion models are essentially MHVAEs with 3 restrictions:
1. Latent dimension is the same as the data dimension

2. The encoder has no parameters to be learnt. It is defined to be a linear gaussian such that the tt" gaussian is

centered around the previous latent z; _;
3. The parameters for the gaussians are scheduled such that the final latent is a standard gaussian.

ZT ~ N(ZT; 0, I)

The first restriction allows for some mild abuse of notation:

T
Q(I:(xl:T | xo) = 1_[ qrp(xtlxt—l)
t=1

T
p(xo.r) = p(xr) 1_[]99 (xe—1lxt)
t=1

https://deeplearning.cs.cmu.edu/F23/document/slides/lec23.diffusion.pdf
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Intuition/Math Reverse process

p(xolz1) p(@e-1|we) P(xe|@es1) p(xr_1|xr)
q(z1]xo) q(ae|xi-1) q(x141|2e) q(or|ar-_1)

The first restriction allows for some mild abuse of notation:

T
qu(xl:T | x0) = 1_[ ‘?qb(xtlxt—l)
t=1

T
p(xo.r) = plxr) 1_[ po (xe_1lxe)

https://deeplearning.cs.cmu.edu/F23/document/slides/lec23.diffusion.pdf
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Intuition/Math Reverse process

Following the second restriction, we now define the linear gaussian for the encoding (diffusion) process:
q(xelxe—1) = N Cps ue(xe—1), Z¢1)
pe(xe-1) = /1= Bexe—q, L=

We additionally define a; = 1 — f;.

B, is defined to preserve variance across the diffusion steps.

We can now write
q(xe|xe—1) = N(-"Ct; \/fx_tx(t—n, 1- ﬂft)f)

Using the reparameterization trick:

Xe = \f@Xp—1y + (V1 —ay)e, e~N(,I)
This takes us from time step O to t
i ]
in one step! = \mx“_z) + (mf

Sum of two gaussians is another
gaussian with mean as the sum of
the two means and variance as the
sum of the two variances.

From the third restriction, we get = Q10— 2X(t-3) T (‘\/1 — Q3 at—SJE (1—-a)e— N(60,1—a.d)
ar =0 = A Qp—q .. X1X(0) + (‘/1 — Qi3 ...C(l)f Define
t
=1||'a_tx(’0)+(ﬂ‘1—a_tif EI_!.= nas
5=1
https:// learnin .cmu. [/E23/ ment/sli /lec23.diff n.pdf
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Generative Process

From the third assumption, we can write the exact prior on the final step x :
plxr) = N(x7;0,1)

For all other steps, we can write a learned distribution: ‘ l
Exactly tractable
pﬂ(xt—llxt) = N(xt—l;ﬂﬂ(xb t)! ZE’D variance

}

Neural Network: U-Net
Denoising network

https:// learnin .cmu. [E23/ ment/sli /lec23.diffusion.pdf
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Updated ELBO

Diffusion Models — Updated ELBO *Derivation in appendix!

logp(x) = lng p(xo.r)dxo.1

= ]Eq(xl |x0)[10g Pe (x0|x1)] - IE:q(x-,-_l | x0) [DKL(q(xT | xT—l)l Ip(xT))]

T
= Z IEq(xt_l el xo)[DKL(q(xtI Xe—1) |pg (xtlxt+1))]

11

This has 2 random variables for each t, this makes
the computation slightly hard. We would prefer
for there to be need for just 1!

We can arbitrarily modify the diffusion process distribution to

q(xe—1] x¢, x0)q (x¢|x0)
q(x¢-1] x0)

q(xe| x¢—1,%0) =

https:// learnin m [E23/ ment/sli /lec23.diffusion.pdf
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Updated ELBO

Diffusion Models — Updated ELBO *Derivation in appendix!

logp(x) = lﬂgj p(Xo.r)dXo.1 J

.k

= Eq(x, |x0)[108 po (xolx1)] — Dyr (qCxr | x0)| Ip(x7)) — Eqx, | xo][DKL(Q(xt—ll Xt, Xo) ||P9(xr—1|xt))]

T
t=2
Reconstruction Prior matching Denoising

*  Reconstruction: Reconstruction from least noisy version (hyperparameter choice can make this arbitrarily small)
*  Prior matching: Moving the posterior closer to the true prior on the final noisy step (0 for diffusion models)

»  Denoising: Divergence between approximate denoising (pg) and true denoising (g) steps

q(x¢_1| x4, xq) is tractable and can be calculated exactly without any approximation:

q(xe—1] X, x0) = N(xe—1; e, Zel)

VTG (1 — @ q)xe + @1 (1 — a)x, 5 AQ-a)@-a;._,)

1-a, - 1-a,

iy = t=

rnin m [E23/ ment/sli


https://deeplearning.cs.cmu.edu/F23/document/slides/lec23.diffusion.pdf

Loss Formulation

Diffusion Models — Loss formulation

Further, we have x; = \/@;x(—1) + (,,i 1- a:r)e, e ~ N(0,I) from definition

This lets us rewrite the true mean of the denoising process as:

- _i( _(1—%) )
,Ut—v,a_t Xt mf

We can also write the predicted mean as:

_ (1-a)

1
pg(xe, t) = ﬁ(xr ﬁfe(ﬁcp f))

This lets us reformulate the loss to present a noise prediction problem:

(1- ﬂft)z
Yo |28 (1 — @)

Li_y =E lle — ealxe, r)llz] +C

https://deeplearning.cs.cmu.edu/F23/document/slides/lec23.diffusion.pdf
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Diffusion models- Training and Inference

Algorithm 1 Training Algorithm 2 Sampling
1: repeat 1: x7 ~N(0,])
2: x{’”q(x[’) 2: fort=1T,...,1do
i' L~ [J{;](I{I;OI‘IT({L --»T}) 3: z~N(0,I)ift > 1,elsez=0
. €~ ? . _ 1l—ox
5: Take gradient descent stepon 4 X1 = v%r (xt - Vﬁfﬂ(xht)) T 012
Ve HE — EB('\.ZEEfX(] + /1 — &€, t)”z 5: end for
6: return xo

6: until converged

How do we tell the model what timestep we are on?
Temporal encodings in the form or sinusoids (or anything, really)

https://deeplearning.cs.cmu.edu/F23/document/slides/lec23.diffusion.pdf
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Intuition/Math Reverse process

Diffusion models are Markovian Hierarchical VAEs with extra restrictions
The loss is the vanilla VAE ELBO loss with an added denoising term

The encoder has 0 parameters

The true denoising posterior can be exactly calculated

The problem can be reformulated as a noise prediction problem

There’s a ton of math underlying a rather simple intuition

https://deeplearning.cs.cmu.edu/F23/document/slides/lec23.diffusion.pdf
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Comparison of DDGM, VAE, and Flows

Table 5.1 A comparison among DDGMs, VAEs, and flows.

Model Training | Likelihood Reconstruction | Invertible | Bottleneck (latents)
DDGMs | Stable Approximate | Difhcult No No

VAEs Stable Approximate | Easy No Possible

Flows Stable Exact Easy Yes No




Books and lecture notes

Deep Generative Modeling

Jakub M. Tomczak

Generative
Modeling

@ Springer

2/22/2026

Generative Al & LLMs - Fall

22


https://vlanc-lab.github.io/mu-nlp-course/deep_generative_modeling.pdf
https://vlanc-lab.github.io/mu-nlp-course/teachings/fall-2026/
https://vlanc-lab.github.io/mu-nlp-course/teachings/fall-2026/
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